

[image: Logo, company name

Description automatically generated]


Ph.D. DISSERTATION DEFENSE

	Candidate:                           
	Hanfei Yu

	Degree:                                 
	Doctor of Philosophy

	School/Department:            
	Charles V. Schaefer, Jr. School of Engineering and Science / Electrical and Computer Engineering

	Date:                                     
	Friday, July 17, 2026

	Time/Location:                   
	9:00 AM ET / https://stevens.zoom.us/j/93892028165

	Title:                                     
	Co-Designing Infrastructure, Runtime, and Model Serving for Efficient AI Systems

	
	

	Chairperson:                       
	Dr. Hao Wang, Department of Electrical and Computer Engineering, School of Engineering and Science, Stevens Institute of technology

	
	

	Committee Members:        
	
Dr. Zhuo Feng, Department of Electrical and Computer Engineering, School of Engineering and Science, Stevens Institute of technology

Dr. Xiaojiang Du, Department of Electrical and Computer Engineering, School of Engineering and Science, Stevens Institute of technology

Dr. Devesh Tiwari, Department of Electrical and Computer Engineering, College of Engineering, Northeastern University




                                    

ABSTRACT

Artificial Intelligence (AI) has rapidly transformed scientific research, industry, and everyday life. The rapid evolution of AI models, particularly large language models (LLMs), has dramatically increased the computational and memory demands of modern AI workloads. As AI models continue to grow in scale and complexity, performance bottlenecks increasingly arise across multiple layers of the AI systems stack. This dissertation presents a collection of systems that improve AI efficiency through co-design across infrastructure, runtime, and model serving.

The first part of this dissertation focuses on the infrastructure layer that supports modern AI workloads. Containerization has become the standard deployment paradigm for AI training and inference because of its portability, scalability, and resource isolation. However, container startup overhead and conservative resource provisioning introduce significant latency and resource inefficiency. This dissertation develops efficient container mechanisms, including accelerated container startup, resource-aware oversubscription, and safe resource harvesting, to reduce container deployment and execution latency, improve resource utilization, and lower infrastructure cost for AI workloads.


Building upon these infrastructure optimizations, the second part investigates the runtime layer for AI inference. Unlike conventional cloud applications, AI inference requires models to be loaded into GPU memory before requests can be executed, making model initialization a major contributor to end-to-end latency. This dissertation develops runtime mechanisms for model pre-loading that proactively prepare models before inference requests arrive, effectively removing model initialization from the inference critical path and substantially reducing inference latency for managed AI services.

The final part addresses the model-serving layer for LLMs. As LLMs continue to scale to hundreds of billions and even trillions of parameters, GPU memory capacity has become a primary bottleneck for efficient serving. This dissertation introduces fine-grained parameter offloading techniques that substantially reduce GPU memory requirements while maintaining low serving latency, enabling efficient LLM serving in resource-constrained environments and on commodity hardware.

Collectively, these contributions demonstrate that efficiently serving modern AI workloads requires co-design across infrastructure, runtime, and model serving. By advancing co-design across the AI systems stack, this dissertation presents practical techniques for building scalable, efficient, and high-performance full-stack AI systems.
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